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TOOLS

FFMPEG

• FFMPEG is an open-source project that contains 
powerful tools for handling video and audio files and 
streams. 

Streamlink

• Streamlink is a utility that is able to pipe video streams 
into programs such as Python and VLC. 

SpeechRecognition

• This Python library provides different frameworks to 
perform speech recognition.

• It supports offline speech recognition by using CMU 
Sphinx as the model. Online translation is also 
supported through the Google Cloud framework. 

INTRODUCTION

Speech captioning is an important utility to aid a variety 
of audiences, from non-native speakers of a language to 
those hard of hearing. This project focuses on creating a 
system capable of automatically transcribing audio from a 
live feed or a video and generating the appropriate 
captions. 

RELATED WORK

Many cloud services, such as Google Cloud Compute and 
IBM Watson, offer speech to text models that can 
transcribe audio. There are also many libraries that 
perform this task locally. One such example is CMU 
Sphinx, an open-source framework that was developed 
after years of research at Carnegie Mellon University. 
There are also multiple wrappers that exist for these 
libraries, which makes implementing CMU Sphinx in 
Python very easy. 

A lot of work has also been done by NCSA SPIN students 
in the realm of speech to text captioning. Previous interns 
have explored training domain specific models to account 
for technical jargon in different fields. They’ve created a 
dictionary of models, which selects an appropriate model 
based on the topic of the audio. This project will build on 
all the work done by previous students. 

METHOD

URL Generation
• The first step is to generate a special URL that contains 

information such as the video quality. Given a normal 
YouTube URL, Streamlink generates all the URLs for 
different video qualities. 

FFMPEG Pipeline
• Two Python subprocesses are created: one to handle 

audio and another to handle video.
• The video subprocess uses FFMPEG to grab video data 

and opens a pipe to the Python program. 
• The audio subprocess uses FFMPEG and the URL 

generated from Streamlink to grab audio data in real-
time and save it as a ‘.wav’ file. 

Speech Recognition
• The .wav file is read chunk by chunk and passed into 

an AudioData object.
• The Google Speech Recognition framework is used to 

perform speech translation. 
• The caption is appended into a queue to be displayed 

on screen.

Multiprocessing
• Multiple cores are utilized in order to process audio 

and video simultaneously.
• The audio subprocess reads in audio data and 

performs speech recognition using the 
SpeechRecognition library.

• The video subprocess reads in the video frames and 
displays them using OpenCV.

• The audio subprocess writes the translations to a 
SharedMemory array. The video subprocess then reads 
the generated captions from this array and displays the 
result on top of the video. 

RESULTS

FUTURE IMPROVEMENTS

• The SpeechRecognition library had a lot of latency in 
performing a translation. DeepSpeech is an open-
sourced model that is able to perform speech 
recognition. If run on a GPU, this model would be able 
to perform translations much faster than the 
SpeechRecognition library. 

• Creating a website would make the application much 
more user friendly. A simple website would consist of a 
text bar where the user could input a link to a 
YouTube, Twitch, or Vimeo video. A HTML video 
player would then display the video in addition to the 
generated captions. 

CHALLENGES

• Using Python’s multithreading library didn’t allow 
translation to happen simultaneously with video 
acquisition. This is because the multithreading library 
doesn’t utilize multiple cores. The solution was to 
switch to the multiprocessing library.

• Linux’s stdout pipe can only be used by one FFMPEG 
process. This means only the video or audio data can 
be streamed into the Python process using a pipe. The 
solution was to save the audio data as a .wav file and 
use a file reader in Python to get the audio data. 

CONCLUSIONS

Deep learning based frameworks provide state of the art 
performance in conducting automatic speech recognition 
(ASR). In order to perform real time captioning on a 
video, the model needs to be able to perform inference 
very quickly, typically on the order of milliseconds. As the 
SpeechRecognition library took around 2 seconds to 
perform the translation, some captions lagged behind the 
audio significantly. 

Figure 1: This is the basic workflow for real time speech recognition. 

Figure 2: The automatically generated caption is shown in red at the 

bottom. The actual words spoken were “… magnetic induction, the 

amplitudes are converted into volts…” This is an instance where the 

model performs very accurately. 

Figure 3:  Here the actual words spoken were “…inputs so we use a 

microphone…” In this case, the speech recognition model predicted 

an incorrect, but similarly sounding word. Training the model further 

can reduce the frequency of these inaccuracies.  


